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Abstract—We study collections of binary classifiers trained on
different pairs of target classes and observe cases of nontransitive
disagreement. Noting a similar phenomenon in voting theory, we
seek to understand how this nontransitivity emerges from aggre-
gation and the limits of its behavior. We prove that a previously
developed framework, called expert graphs, is equivalent to a
framework used in voting theory called linear ordering graphs
(LOGs). Finally, we show that the curl condition, which limits the
degree of nontransitivity in expert graphs and LOGs, precisely
characterizes the maximum possible nontransitivity in two types
of planar graphs, namely triangulated cycles and wheel graphs,
and we conjecture that it does so for all planar graphs.

I. INTRODUCTION

AI has made considerable progress towards methods for
training machine learning models, but privacy laws and data
ownership severely limit many consumers’ access to the data
necessary for these techniques. In the absence of high quality
data, many practitioners rely on pre-trained third-party clas-
sifiers and regressors. In order to fully harness these “off the
shelf” products, knowledge from different training tasks is put
together to address new goals.

Intuition often fails in this setting. Given an A vs. B
classifier that prefers A and a B vs. C classifier that prefers B,
one might assume that A is preferable to C. This assumption of
transitivity is incorrect for any set of classifiers with decision
boundaries that do not meet at a single point (see Figure 1).
In more than 2 dimensions it is even worse; the three (n − 1)-
dimensional class boundary manifolds need to be aligned on
an entire (n − 2)-dimensional manifold. Barring perfect high-
dimensional classifiers, nontransitivity is bound to occur.

Nontransitivity has been explored in two related settings:
probability theory and voter preferences. In probability, sets
of dice with nontransitive winning probabilities (such as A
beats B beats C beats A) have been a source of considerable
interest [13]. Voting theory has studied the Condorcet paradox,
where pairwise elections of candidates yield nontransitive
preferences. The “linear ordering polytope” generalization
corresponds to all possible pairwise election networks in
a population of ranked preferences [1], [2], [4], [8], [11],
which we call Linear Ordering Graphs (LOGs). Related work
focuses on the “Condorcet domain,” which studies conditions
necessary for transitivity [3], [9], [12]. Such previous work
has only focused on complete graphs of all pairwise elections.

The level of nontransitivity is limited in these frameworks.
For example, it is possible to construct a population of voters
where 2/3 prefer A to B to C to A, but impossible to create
such a cycle with 100% preference. This effect is known as the
triangle inequality or the curl condition [7]. Other properties
of this framework have also been studied [4]–[6], [10].

This paper is an investigation into the parallels between
aggregations of voter preferences, machine learning classifiers
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Fig. 1. Examples of decision boundaries from classifiers trained on pairs of
differently colored Gaussians. Regions of nontransitivity are shaded in grey.
In the case on the right, this includes both the center and the outer region of
all outliers. The classifiers on the left are trained with sklearn’s linear SVM,
and on the right they are trained with sklearn’s nonlinear kernel SVM.

and, more generally, human experts [7]. These expert graphs
expand our understanding of nontransitivity and empower fur-
ther cross-pollination between these fields, such as bounding
unknown edges and protocols for deciding on a transitive
ordering in a nontransitive region.

A. Summary

We begin in Section II by introducing linear ordering
graphs (LOGs), which make up the “linear ordering polytope”.
We will see how composing multiple transitive rankings can
aggregate to nontransitive preferences for a group.

We will then explore the example in Figure 1 in more detail
to understand how nontransitivity can emerge from composi-
tions of high probability regions. We formalize this “Expert
Graph” framework in Section III. In Section IV we review
some characteristics of the set of weighted digraphs describing
LOGs. These characteristics are imported into expert graphs
by proving their equivalence with LOGs in Section V.

From this equivalence, we proceed by studying LOGs,
which are simpler to reason about. The curl condition is not,
in general, sufficient to describe the set of possible LOGS -
there are examples of curl-consistent weighted digraphs that
cannot be decomposed into rankings. However, in Section VI,
we prove the curl condition is sufficient for wheel graphs and
triangulated cycles. We conjecture that the curl condition is
sufficient for all planar graphs.

B. Notation

The following notations are used throughout the paper.
• [ℓ] is used to denote the set {1, 2, . . . , ℓ} for any ℓ ∈ N.
• |A| denotes the cardinality of set A.
• 1[c] will be used for an indicator function which is 1 if

condition c is met and 0 otherwise.
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Fig. 2. The LOG Hw given by ranking graphs from rankings r(1), r(2) and r(3) and uniform w(r) = 1
3 . Edge-weights in Hw are averages over the edge-weights

in Hr(1) , Hr(2) , Hr(3) determined by the rankings. Decompositions of this form can be used to prove that Hw ∈ Co(HR) = H.

• Bold symbols unless otherwise stated will denote vectors.
v = (v1, . . . , vℓ)T denotes a ℓ-length vector.

• 1ℓ denotes an all 1 vector of size ℓ.
• △ℓ will be used to denote vectors of size ℓ which can are

probability distributions. That is, λ ∈ △ℓ iff λ ∈ [0, 1]ℓ

and 1⊤λ = 1.
• We use ≺, ≻, ⪯, ⪰ to denote element-wise inequality.

For example, we say w ⪰ v if wi ⩾ vi ∀ i ∈ [ℓ].
• We will use Co(S) to denote the open convex hull of

S, Co(S) to denote the closed convex hull, and Bo(·) to
denote the boundary.

• We will use the convention of lowercase letters denoting
specific assignments to random variables. For example,
Pr(A | u) = Pr(A | U = u).

II. THE LINEAR ORDERING POLYTOPE

The “linear ordering polytope” is a well-studied class of
weighted digraphs representing sets of possible pairwise elec-
tions in a population with ranked preferences of candidates
[4]. We will begin by formulating the linear ordering poly-
tope as “Linear Ordering Graphs” (LOGs) which are linear
combinations of “ranking graphs” - a perspective from which
expert graphs will emerge as a natural extension.

Definition 1. A ranking graph Hr = (Y , E, fr(·)) is a
directed graph with a binary edge function fr(·) : E 7→ {0, 1}
given by an implicit ordering of indices r = (r1, . . . , rn):

fr(y(ri), y(rj)) = 1[i < j].

A ranking graph can be thought of as a (potentially in-
complete) set of preferences given by a single voter. There
are times when the structure of a graph is sparse enough to
permit multiple possible rankings of vertices. Rankings graphs
can be thought of as tournaments, which are acyclic orien-
tations given by 0, 1-weightings such that no cycle contains
all the same edge-weight. Distributions over multiple ranking
graphs/tournaments will give rise to net opinions given in
Linear Ordering Graphs.

Definition 2. A linear ordering graph (LOG) Hw =
(Y , E, fw(·)) encodes induced binary probabilities [4]

fw(y(i), y(j)) = Ew[ fr(y(i), y(j))] = ∑
r∈R

w(r) fr(y(i), y(j)),

(1)
where R represents all n! possible orderings of indices.

An example of a LOG as a composition of ranking graphs
is given in Figure 2.

III. EXPERT GRAPHS

A. Experimental Motivation

We now return to classifiers and probability distributions.
We begin by observing that regions of nontransitivity are
often low in probability. In fact, attempting to increase the
probability of nontransitive regions usually results in their
disappearance (see Figure 4).

At any input, there is an absolute ranking of the probability
density functions for each class, so a network of perfect
classifers, i.e. classifiers that compare the magnitudes of the
true PDFs, must be transitive. Nontransitivity emerges when
absence of data, or uncertainty in the input, requires us to
aggregate regions that behave differently.

To illustrate this idea, consider the dataset given in the right
graph of Figure 1. Points (0, 2), (−2,−1) and (2,−1) are
centers of high probability in the distribution, while (0, 0) is
in a region of low probability. Notice that (0, 2) has P(red) >
P(green) > P(blue). Similarly, (−2,−1) has P(green) >
P(blue) > P(red). Finally, (2,−1) has P(blue) > P(red) >
P(green). The table in Figure 3 gives an example of concrete
numbers following this pattern.

Returning to Figure 4, if we are asked to classify a point
(0, 0) not in our training set, we can interpret the point as
a linear combination of situations that we do have training
data for :(0, 0) = 1

3 ((0, 2)+ (−2,−1)+ (2,−1)). Hence, we
see the nontransitivity at (0, 0) emerges from the aggregation
of understood “situations” around input (0, 2), (−2,−1),
and (2,−1). These situations act like voters in the LOG
framework; a parallel that is demonstrated in Figure 3.



State y(1) y(2) y(3)

u(1) = (0, 2) .90 .09 .01
u(2) = (−2,−1) .01 .90 .09
u(3) = (2,−1) .09 .01 .90
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Fig. 3. The expert graph GP
d given by situational expert graphs with P given in the table and d(·) the uniform distribution. Probabilities from the table

are given inside vertices of situational expert graphs, and expert opinions fu(y(i), y(j)) are given as weights on edge y(i) → y(j). The expert graph GP
d has

edge-weights averaged over the situational expert graphs GP
u(1)

, GP
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.

3 2 1 0 1 2
3

2

1

0

1

2

Decision Boundaries with Unbiased Data

3 2 1 0 1 2
3

2

1

0

1

2

Decision Boundaries with Biased Data

3 2 1 0 1 2
3

2

1

0

1

2

Decision Boundaries with Biased Data

Fig. 4. Nonlinear kernel SVMs trained on data that is increasingly importance
sampled towards values with norm less than 1, effectively adding additional
points to the center. Additional data in the nontransitive region around (0, 0)
shrinks its size.

A similar situation emerges in the outside regions of non-
transitivity, where input vectors are so large that it is unclear
which high probability case best applies. Again, the equal
weighting of the classifiers yields a nontransitive aggregate.

B. Formal definition
We consider a prediction setting with:
• X: Known and understood input.
• U: Unknown, but understood input.
• Y: Labels of a classification problem.

This setting will contain two types of uncertainty. We rep-
resent uncertain input by a random variable U that takes
values in alphabet U = [k] with probability distribution
d(·) : U 7→ △k. Our labels Y are also represented by
a random variable partially determined by U. Specifically,
each label Y will have a categorical distribution over alphabet
Y = {y(1), y(2), . . . , y(n)} given input u:

p(i)u = Pr(Y = y(i) | u, x) (2)

Assumption 1. We assume for any u ∈ U , pu ≻ 0.

We refer to these n × k probabilities as the “probability
table,” P (see Figure 3 for an example) and denote the vector of
probabilities for a given input as pu ∈ △n. For the rest of the
paper we will be considering the probabilities conditioned on

the known input x, but our notation will omit the conditioning
on x for simplicity.

We consider a list of m binary experts E ⊆ Y ×Y :

Definition 3. Expert (y(i), y(j)) ∈ E has access to situational
opinions fu(y(i), y(j)) for each u ∈ U given by the following
conditional probability:

fu(y(i), y(j)) := Pr(Y = y(i) | Y ∈ {y(i), y(j)}, u)

=
p(i)u

p(i)u + p(j)
u

(3)

Observation 2. From assumption 1, fu(e) ∈ (0, 1) ∀ e ∈ E.

Observation 3. fu(y(i), y(j)) = 1 − fu(y(j), y(i)).

With this we can define useful building blocks, called
situational expert graphs.

Definition 4. A situational expert graph Gp
u = (Y , E, fu(·))

encodes experts’ pairwise situational opinions fu(e) as
weights on directed edges e = (y(i), y(j)) ∈ E.

These situational expert graphs are analogous to the rank-
ing graphs given by specific voters in the LOG framework.
Continuing this analogy, we will study convex combinations
of these situational expert graphs:

Definition 5. Expert e = (y(i), y(j)) will report their aggre-
gate opinion, the expected value1 of situational opinions:

Ed[ fu(e)] = ∑
u∈U

d(u) fu(e).

Expert graphs will be the analog of situational expert graphs
with weights given by aggregate opinions:

Definition 6. An expert graph GP
d = (Y , E, fd(·)) encodes

experts’ pairwise overall opinions fd(e) = Ed( fu(e)) as
weights on directed edges e = (y(i), y(j)) ∈ E.

1In this paper we focus on discrete distributions for which the expectation
is a sum. An extension to non-discrete distributions is naturally given by using
an integral for the expectation.



IV. CHARACTERIZING LOGS AND EXPERT GRAPHS

Not all weighted digraphs are realizable in the expert
graph/LOG framework. Understanding these restrictions is
of particular interest for bounding the outputs of untrained
classifiers, which corresponds to quantifying allowed weights
for nonexistent edges.

Ranking graphs and LOGs have traditionally been studied
on complete graphs (E = Y × Y). A necessary condition on
these graphs is the “triangle inequality” [4].

Lemma 4 (Triangle Inequality). Given a LOG Hw and
any three y(ri), y(rj), y(rk), with i ̸= j ̸= k, we have
fr(y(ri), y(rk)) ⩽ fr(y(ri), y(rj)) + fr(y(rj), y(rk)).

Observation 5. We can rewrite the triangle inequality in
terms of the weights along a cycle. Using fw(y(a), y(b)) =
1 − fw(y(b), y(a)) on the triangle inequality we get

fw(y(ri), y(rj)) + fw(y(rj), y(rk)) + fw(y(rk), y(ri)) ⩾ 1 (4)

fw(y(ri), y(rj)) + fw(y(rj), y(rk)) + fw(y(rk), y(ri)) ⩽ 2 (5)

From Observation 5, we see that the triangle inequality is
in fact a statement about nontransitivity along 3-cycles. To
generalize this notion to larger cycles, we define the curl [7].

Definition 7 (Curl). Given a weighted digraph G = (Y , E, f )
and a cycle of indices C = (c1, c2, . . . , cℓ), we define the curl:

Curl(G, C) = f (y(cℓ), y(c1)) +
ℓ−1

∑
i=1

f (y(ci), y(ci+1)). (6)

This generalization of the triangle inequality to larger cycles
is called the “curl condition.” [7]

Definition 8 (Curl Condition). Given a weighted digraph G =
(Y , E, f ), the curl condition is satisfied if, for all cycles C of
length ℓ, 1 < Curl(G, C) < ℓ− 1.

The curl condition is obeyed for all ranking graphs because
of the acyclic nature of rankings. Linearity gives this condition
for LOGs. In Section V we will see that LOGs and expert
graphs are in an equivalence class of weighted digraphs, which
transfers this condition across the frameworks.

V. EXPERT GRAPH AND LOG EQUIVALENCE

As implied by our parallel formulation, expert graphs and
LOGs make up the same class of weighted digraphs. We refer
to the class of expert graphs as G, the class of ranking graphs
as HR and the class of LOGs as Co(HR).

Theorem 6. The interior of the linear ordering polytope
Co(HR) and the set of all possible expert graphs G are
equivalent. That is, GP

d = (Y , E, fd(·)) ∈ G if and only if
there exists Hw = (Y , E, fw(·)) ∈ Co(HR) with fw(e) =
fd(e) ∀ e ∈ E.

The next two subsections will focus on proving Theorem 6.
In Subsection V-A, we will give a reduction from any LOG
to a probability table that generates an expert graph with the
same pairwise edge weights. In Subsection V-B, we will give
a reduction from any expert graph to a set of rankings r ∈ R
and weights w(r) that generate a LOG that matches the expert

graph’s pairwise weights. This equivalence will allow us to
harness results from the linear ordering polytope framework
to understand the power and limitations of the curl condition.

A. Reduction from LOGs to expert graphs
To show that any LOG can also be an expert graph, we

will give a mapping from w(·) : R 7→ [0, 1] to a set of states
U with categorical distributions pu and probabilities d(·) :
U 7→ (0, 1) such that fd(·) = Ed[ fu(·)] matches fw(·) =
Ew[ fr(·)].

We will first show how to give a set of class probabilities
pu for which the pairwise expert output gets arbitrarily close
to that of a ranking r ∈ R. Here it will be convenient to think
of the edge-weights as a vector fu = ( fu(e1), . . . , fu(em))
and fd = ( fd(e1), . . . , fd(em)).

Lemma 7. Let Hr = (Y , E, fr(·)) be a ranking graph with
r = (r1, . . . , rn). For all ε > 0, we can construct a situational
expert graph GP

u = (Y , E, fu(·)) with a categorical distribu-
tion given by p(1)u , . . . , p(n)u ∈ (0, 1) such that

∥fu − fr∥2 = ∑
e∈E

( fr(e)− fu(e))2 < ε. (7)

Proof: Let t ∈ R. Let αi =
1
ti and z = ∑n

i=1 αi. If we

set p(ri)
u = αi

z , then

f (t)u (y(ri), y(rj)) :


⩽ 1

t if i > j
= 1

2 if i = j
> 1 − 1

t if i < j
.

Setting 1
t = ε

m gives the desired result.
We can use Lemma 7 to construct a state ur with probability

vector pu which achieves a fu(·) that is very close to fr(·)
for each r ∈ R.

The remainder of this reduction is given by showing the
interior of the convex hull of our generated fu vectors is the
same as the interior of the convex hull of fr vectors. To do
this, we make use of the following more general result:

Theorem 8. Consider a set V = {v1, . . . , vt} and with vi ∈
Rm for all i. If we have Ṽ such that for every ε and v ∈ V,
there exists ṽ ∈ Ṽ such that ∥ṽ − v∥2 < ε, then we have

Co(V) ⊆ Co(Ṽ). (8)

This machinery allows us to conclude:

Lemma 9. Co(HR) = G.

Proof: Consider Theorem 8. Let V = {fr : Hr ∈ HR}
and Ṽ = {fu : (Y , E, fd(·)) ∈ GU . Lemma 7 shows that
for every ε and Hr ∈ HR there is some GP

u ∈ GU for which
the edge-weight vectors are within ε: ∥fu − fr∥2 < ε. This
satisfies the requirements for us to apply Theorem 8 to say
Co(HR) = Co(GU ) = G.

B. Reduction from expert graphs to LOGs
We will now show that, given an expert graph GP

d =
(C, E, fd(·)), we can find a decomposition into ranking graphs.
Following the usual strategy in this paper, we will begin by
showing we can decompose a situational expert graph GP

u
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Fig. 5. A decomposition of an expert graph GP
u into prefix expert graphs GP

u [1], GP
u [2], GP

u [3] following Lemma 10. Probabilities from probability table p
are shown inside the nodes in GP

u and probabilities for p[−i] are shown in red inside nodes in Gp[−i]
u . To get a decomposition into rankings Hr we apply

the same procedure to the highlighted sub-graphs Gp[−1]
u , Gp[−2]

u , Gp[−3]
u . This determines the second choice distribution for each of these sub-populations,

which will imply a third choice as well, giving a decomposition into rankings.

into LOGs, which will imply the overall result. Recall that
any true expert graph must be generated by some probability
table. Lemma 10 will sort the population into sub-populations
for each first choice and determine their sizes from values in
the probability table. A recursion on each sub-population will
then determine the distribution of second choices, and so on.
A sketch of this procedure is given in Figure 5.

In order to describe the expert graph on the sub-population
with a set of choices, we will define “prefix expert graphs.”

Definition 9. Given an expert graph GP
d = (Y , E, fd(·)) and

prefix a1 and non-specified leftover indices {b1, . . . bn−1}, we
define the prefix expert graph GP

d [a1] = (Y , E, fGP
d [a1]

(·))
to be a graph with edge weights given by:

fGP
d [a]

(y(a1), y(bj)) = 1,

fGP
d [a]

(y(bi), y(bj)) = fd(y(bi), y(bj)).

The prefix graph fixes a primary preference on C(a1) while
maintaining relationships between C(b1), . . . C(bn−1).

Lemma 10. We can decompose any situational expert graph
GP

u = (Y , E, fu(·)) with categorical distribution pu =

(p(1)u , p(2)u , . . . , p(n)u ) ∈ △n into prefix expert graphs with a
distribution given by

GP
u =

n

∑
a1=1

p(a1)
u GP

u [a1].

Proof: For this decomposition, the desired edge-weights

f ∗(e) for e = (y(i), y(j)) are achieved:

f ∗(e) = p(i)u fGP
u [i]

(e)︸ ︷︷ ︸
=1

+p(j)
u fGP

u [j]
(e)︸ ︷︷ ︸

=0

+ ∑
a1 ̸=i,j

p(a1)
u fGP

d [a1]
(e)︸ ︷︷ ︸

= fu(e)

= p(i)u + ∑
a1 ̸=i,j

p(a1)
u fu(e)

=
(

p(i)u + p(j)
u

) p(i)u

p(i)u + p(j)
u︸ ︷︷ ︸

fu(e)

+ ∑
a1 ̸=i,j

p(a1)
u fu(e)

=
n

∑
a1=1

p(b1)
u fu(e) = fu(e)

After Lemma 10 decides on the sub-population distribution
for first choice candidates, we will recurse on each sub-
population to determine the distribution on their second choice
candidates.

Definition 10. We define Gp[−i]
u to be the the subgraph of Gp

u
with y(i) removed:

Gp[−i]
u = (Y \ {y(i)}, E \ {e : y(i) ∈ e}, f (−i)

u (·)).

Observation 11. The subgraph Gp[−i]
u is generated by a new

probability table with

p[−i](j)
u =

p(j)
u

1 − p(i)u

. (9)

Lemma 12. Given a situational expert graph
GP

u = (Y , E, fu(·)) with categorical distribution
pu = (p(1)u , p(2)u , . . . , p(n)u ) ∈ △n,

w(r) =
n

∏
i=1

p(ri)
u

∏i−1
j=1(1 − p

(rj)
u )

=
∏n

i=1 p(ri)
u

∏n−1
i=0 (1 − p(ri)

u )n−i
(10)

generates Hw = (Y , E, fw(·)) with fw(e) = fu(e) ∀ e ∈ E.

Proof: Lemma 10 gives the decomposition

GP
u =

n

∑
i=1

p(i)u GP
u [i].
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Fig. 6. An example of a triangulated cycle (left) and wheel graph (right).

Now, since the behavior of all edges e ∋ y(i) is the same for all
components in GP

u [i], we can recurse on the sub-graph with
y(i) removed, with probabilities defined by Observation 11.
The base case of Y = {y(j)} is trivial, with p(j)

u = 1.
Multiplication of the probabilities adjusted by Observation 11
gives Equation 10.

Finally, we can give the desired result for this section.

Lemma 13. G ⊆ Co(R).

Proof: Pick GP
d ∈ G without loss of generality. Decom-

pose each state u using probability vector pu according to
Lemma 12. Recall from Assumption 1 that all class proba-
bilities p(i)u > 0, which yields w(r) > 0 ∀ r ∈ R. Hence,
GP

d ⊆ Co(R).

VI. WHEN THE CURL CONDITION IS SUFFICIENT

It is known that the curl condition insufficiently describes
all possible LOGs (i.e. there are examples of curl-consistent
graphs which cannot be achieved via the expert graph or
LOG frameworks). However, the condition is sufficient in
certain sparse settings. We will prove sufficiency by giving
decompositions for two types of planar graphs: triangulated
cycles and wheel graphs (see Figure 6 for examples). We
conjecture that the curl condition is sufficient to describe all
planar LOGs and expert graphs.

A. Triangulated Cycles

We will now explore a class of graphs corresponding to a
cycle that is triangulated with chords. More formally,

Definition 11. A triangulated cycle is a planar graph with
vertices V = {v1, v2, . . . , vℓ} and cyclic edges E = EC ∪
EX where EC represents the edges around the cycle and ET
represents the triangulating edges. More specifically, EC =
{(v1, v2), (v2, v3), . . . , (vn, v1)} and ET follows

1) For all vi, vi+1 ∈ V, there exists vt(i,i+1) ∈ V such that
(vi, vt(i,i+1)) ∈ ET and (vi+1, vt(i,i+1)) ∈ ET .

2) There is no (vi, vj) ∈ E and (va, vb) ∈ E, such that the
edges “cross”: i < a < j < b or a < i < b < j.

We begin with a lemma that helps us restrict our focus to
the smaller components of the cycle:

Lemma 14. Consider a weighted digraph or LOG G =
(V, E, f ) and two cycles, A = (x, y, a1, . . . , aℓA−2)
and B = (y, x, b1, . . . , bℓB−2) which overlap at a
single edge (x, y), consider the “outer-cycle” C =
(a1, . . . , aℓA−2, b1, . . . , bℓB−2). If A and B follow the curl
condition, then so does C.

Proof: Note that because f (x, y) = 1− f (y, x), we have

Curl(G,A) + Curl(G,B)− 1 = Curl(G, C)

If the curl condition follows for both A and B, then

Curl(G, C) ⩾ 1
Curl(G, C) ⩽ ℓA + ℓB − 1.

To prove sufficiency of the curl condition for a class of
graphs, we need to show that any graph which satisfies the
curl condition can be decomposed into a linear combination of
graphs obtainable via a categorical distribution. Alternatively,
we can use the equivalence with LOGs to show the graph
can be decomposed into a linear combination of ranking
graphs, i.e. components with binary edge-weights. We will
take the second approach and show how we can combine
known decompositions of parts of a graph to get a larger
decomposition. We will now define the concept of graph
merging.

Definition 12. Consider two LOGs G1 = (y(1), E1, f1) and
G2 = (y(2), E2, f2). If for all shared edges e ∈ E1 ∩ E2 we
have f1(e) = f2(e), then we can merge the graphs to get
G1 ∪ G2 = (y(1) ∪ y(2), E1∪, E2, f ) with

f (e) =

{
f1(e) if e ∈ E1

f2(e) if e ∈ E2
.

Lemma 15. Consider two LOGs G1 = (y(1), E1, f1) and
G2 = (y(2), E2, f2). If G1 and G2 share a single edge
E1 ∩ E2 = e∗ for which f1(e∗) = f2(e∗), then G1 ∪ G2 is
also a LOG.

Proof: By the definition of LOGs, G1 and G2 must have
decompositions into weighted digraphs with binary weightings
and no cycles. For G1, sort the decompositions into rankings
with f1(e) = 0, which combine to give

G1 = w(1)G f1(e∗)=0
1 + (1 − w(1))G f1(e∗)=1

1 . (11)

Do the same for G2,

G2 = w(2)G f2(e∗)=0
2 + (1 − w(2))G f2(e∗)=1

2 . (12)

Note that G f2(e∗)=1
2 ∪ G f2(e∗)=1

2 is a LOG and can be merged
because e∗ is the only shared edge and has the same weight
in both graphs. Now, note that because f1(e∗) = f2(e∗), we
have w(1) = w(2) = w. This gives,

G1 ∪ G2 =w(G f2(e∗)=0
1 ∪ G f2(e∗)=0

2 )

+ (1 − w)(G f2(e∗)=1
2 ∪ G f2(e∗)=1

2 ).

We are now ready to prove the the following theorem about
triangulated cycles.

Theorem 16. Any curl consistent directed graph on a trian-
gulated cycle can be achieved as a LOG (and also an expert
graph).

Proof:
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Fig. 7. An example of a binary spoke wheel digraph.

We note that any cycle triangulation can be generated by
merging a smaller cycle triangulation and a cycle of length 3
(a triangle) which share a single edge, which exactly matches
the setting in Lemma 15.

The base case of this recursive process is a triangle. By [?],
a decomposition of any curl consistent cycle into tournaments
exists. The proof follows from using Lemma 15 as an inductive
step.

A decomposition for a denser graph also works as a
decomposition on a subset of the graph’s edges.

Corollary 17. Any curl consistent cycle is decomposable as
a LOG.

B. Wheel graphs

We will explore another class of planar graphs called “wheel
graphs.”

Definition 13. A wheel digraph is a directed graph G = (V ∪
{c}, E∪ S) with a cycle E = {(v1, v2), (v2, v3), . . . , (vn, v1)}
and “spokes” S = {(c, v1), (c, v2), . . . , (c, vn)}.

The following observation will be useful when considering
curl consistency.

Observation 18. Given a weighted wheel digraph and cycle
C = v1, v2, . . . , vℓ, if f (vi, vi+1) = f (vj, vj−1), then any
assignment for f (vk, vk+1) ∈ [0, 1] yields Curl(G, V) ∈
[1, ℓ− 1].

In the process of decomposing these wheel graphs into
binary edge weights, we will first decompose them into
intermediate steps in which the spokes have binary edges and
the cycle weights are binary only if they are forced to be.

Definition 14. A binary spoke wheel digraph (BSWD) is a
weighted wheel digraph G = (V ∪ {c}, E ∪ S, f ) in which:

1) If f (c, vi) = 0 and f (c, vi+1) = 1, then f (vi, vi+1) = 1.
2) If f (c, vi) = 1 and f (c, vi+1) = 0, then f (vi, vi+1) = 0.

An example is given in Figure 7.

Theorem 19. Any curl consistent wheel digraph G = (V ∪
{c}, E ∪ S, f ) can be achieved as a LOG (and also an expert
graph).

The proof technique will follow a decomposition which is
demonstrated in Figure 8. Begin by relabeling z1, . . . , zn ∈ V

such that the indices are sorted by their corresponding spoke
weights: f (c, z1) ⩽ f (c, z2) ⩽ . . . ⩽ f (c, zn). The key idea
will be to decompose the spoke weights cumulatively into
components with probabilities wi

f1(c, z1) f2(c, z1) f3(c, z1) . . .
f1(c, z2) f2(c, z2) f3(c, z2) . . .
f1(c, z3) f2(c, z3) f3(c, z3) . . .

...
...

...
. . .




w1
w2
w3
...

 =


f (c, z1)
f (c, z2)
f (c, z3)

...


Here, the ith column of the matrix will represent the spoke
weights of a BSWD, which we will label Bi (for which
fi(c, zj) = 1[j ⩾ i]). The specific decomposition basis we
will use is the following upper-triangular matrix

f1(c, z1) f2(c, z1) f3(c, z1) . . .
f1(c, z2) f2(c, z2) f3(c, z2) . . .
f1(c, z3) f2(c, z3) f3(c, z3) . . .

...
...

...
. . .

 =


1 0 0 . . .
1 1 0 . . .
1 1 1 . . .
...

...
...

. . .


The probability vector w which gives this decomposition is

wi = f (c, zi) − f (c, zi−1) for i = 1, . . . , n2. These weights
are telescoping so that

n

∑
i=1

wi fi(c, zj) =
j

∑
i=1

wi = f (c, zj). (13)

The components of our decomposition are BSWDs, which
forces some but not all of the weights along the cycle to be 0
or 1. We will define a set of default values, f ∗(vi, vi+1) for
these cycle weights which will adjust for the biases caused
by these forced adjustments. Note that if vi = za, vi+1 = zb,
and wlog a > b, then when k ∈ (a, b] we have f (c, vi) =
f (c, za) = 1 and f (c, vi+1) = f (c, zb) = 0, which forces
f (vi, vi+1) = f (za, zb) = 0. Hence,

f (vi, vi+1) =

(
b

∑
k=a+1

wk

)
0 +

(
1 −

b

∑
k=a+1

wk

)
f ∗(vi, vi+1)

= (1 − f (c, za) + f (c, zb)) f ∗(vi, vi+1)

= (1 − f (c, vi) + f (c, vi+1) f ∗(vi, vi+1)

= ( f (vi, c) + f (c, vi+1) f ∗(vi, vi+1).

Fortunately, the resulting default values,

f ∗(vi, vi+1) =
f (vi, vi+1)

f (vi, c) + f (c, vi+1)
, (14)

are in [0, 1] so long as the triangle inequality is satisfied.
Of course, we must have that each of these components

B0, . . . , Bn satisfies the curl conditions in order to be de-
composable themselves. So, it remains to show that changing
fi(vi, vi+1) to f ∗(vi, vi+1) does not create any curl condition
violations.

Lemma 20. Consider a starting spoke digraph G = (V ∪
{c}, E ∪ S, f ), with outer cycle C = (v1, . . . , vn). If the
following two cycles have legal curl

2w0 = 0.
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Fig. 8. An example of a decomposition into binary spoke wheel digraphs. The spoke weights are decomposed cumulatively, which forces the cycle weights
to be 0 or 1 when their corresponding spoke weights differ. The “default values” (.375, .286, and .8) are calculated from Equation 14 correct for these forced
cycle weights to ensure the proper averages.

1) A = (vi, c, vi+1)
2) B = (v1, v2, . . . , vi, c, vi+1, vi+2, . . . , vn)

then

1 ⩽ Curl(G, C)− f (vi, vi+1) + f ∗(vi, vi+1 ⩽ n − 1. (15)

Lemma 20 essentially states that the curl around the out-
side cycle stays legal when swapping one edge weight from
f (vi, vi+1) to weight f ∗(vi, vi+1).

Proof: To simplify some expressions, call C the outer
cycle on vertices V and P = Curl(G, C) − f (vi, vi+1) the
sum of the weights of the path from vi+1 around to v1 to vi.
We also assume wlog that f (c, vi) ⩽ f (c, vi+1). Note that this
assumption gives us f ∗(vi, vi+1) ⩾ f (vi, vi+1).

The triangle inequality in the curl condition of A gives
f (vi, c) + f (c, vi+1) ⩾ f (vi, vi+1). This gives us,

Curl(G, C)− f (vi, vi+1) + f ∗(vi, vi+1)

= P + f ∗(vi, vi+1)

⩾ Curl(G,B)− f (vi, c)− f (c, vi+1) + f (vi, vi+1)

⩾ Curl(G,B)

So, if the curl of B is also legal, then we get the desired
lower bound of 1. As with many curl proofs in [7], the curl
in the other directions of the cycles gives the upper bound.
In this case, we note that reversal of the cycle orders gives
f ∗(vi, vi+1) ⩽ f (vi, vi+1) allowing for the opposite bound.

Now, we show that the outer cycle with all f ∗ edges
replaced is indeed curl consistent by applying Lemma 20.

Lemma 21. Consider a starting spoke digraph G = (V ∪
{c}, E ∪ S, f ). The adjusted curl using weights given by f ∗ is
legal. That is,

1 ⩽ f (vn, v1) +
n

∑
i=1

f ∗(vi, vi+1) ⩽ n − 1 (16)

Proof: The proof follows by applying Lemma 20 to each
edge along the outer cycle. After each application of this
lemma to edge (vi, vi+1), a new graph Gi can be considered
with the same edge weights as Gi−1 except for on (vi, vi+1)
which now has weight f ∗(vi, vi+1). Crucially, this new Gi−1
satisfies the conditions necessary to apply Lemma 20 to edge
(vi+1, vi+2).

VII. CONCLUSION

This paper explores networks of classifiers trained on dif-
ferent tasks. We build intuition for understanding how these
classifiers can give nontransitive results and develop a frame-
work inspired by nontransitivity in voting theory. We proved
equivalence between voting theory LOGs and classifier expert
graphs. We use this equivalence to further our understanding
of necessary and sufficient conditions on the weights of expert
graph/LOG edges, allowing us to quantify what levels of non-
transitivity are allowed. We conjecture that the curl condition is
sufficient to describe all possible planar LOGs/expert graphs.
From insights into the role of composition in the emergence
of nontransitivity, it may be possible to optimize networks of
classifiers to minimize their nontransitive regions.
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APPENDIX

A. Proof of Theorem 8

Convex hulls of finite sets in Rℓ are convex polytopes, which
can be expressed as an intersection of h halfspaces indexed
by f with {x : a(f)

⊤
x < b( f )} [?]. The perpendicular vectors

a(f)
⊤

can be combined as row-vectors of the matrix A so that
any convex polytope can be expressed as

{x : Ax ≺ b} =

x :

(a(1))⊤
...

(a(h))⊤

 x ≺

b(1)
...

b(h)


 (17)

For convenience, the vectors a(f), ã(f) are assumed to be unit
vectors throughout.

Lemma 22. Given V = {v1, . . . , vm} and “perturbed points”
Ṽ = {ṽ1, . . . ṽm} with vi ∈ Rℓ and ṽj ∈ Rℓ for all i, j. We
have that if x ∈ Co(V) and is ε > 0 from the boundary
Bo(Co(V)), then if we can find perturbed points Ṽ such that
they are within ε from the desired V, then x ∈ Co(Ṽ).

More precisely, let

Co(V) = {x : Ax ≺ b}
Co(Ṽ) = {x : Ãx ≺ b̃}

as given by Equation 17. If Ax ≺ b − ε1ℓ and ∥vi − ṽi∥2 <
ε ∀i, then Ãx ≺ b̃.

To prove this theorem, we will need to show that the
boundaries of the polytopes do not move too far. We will do
this using Lemma 23, which bounds how far Bo(Co(V)) can
be from Bo(Co(Ṽ)) along a single “face.”

Definition 15. Choose f ∈ [h]. Define:

W( f ) = {w : (a(f))⊤w = b( f ), w ∈ V}
W̃( f ) = {ṽi : vi ∈ W( f )}

We restrict the size of |W( f )| = ℓ, which is the number
of points needed to define a halfspace in Rℓ. This can be
done by allowing for multiple identical af, b f combinations
corresponding to all size l subsets of the vi along the boundary.

Note that Co(W( f )) describes a “face” of the polytope
Co(V) indexed by f which is perpendicular to a(f). Co(W̃( f ))
describes the perturbed face.

Lemma 23. Choose f , g ∈ [h] arbitrarily and let W( f ) =

{w(f)
1 , . . . , w(f)

ℓ } and W̃( f ) = {w̃(f)
1 , . . . , w̃(f)

ℓ }. For every
m(f) ∈ Co(W( f )), we have (ã(g))⊤m(f) < b̃(g) + ε.

Proof: Because m ∈ Co(W( f )), there is some λ ∈ △ℓ
with

m(f) =
ℓ

∑
i=1

λiw
(f)
i ∈ Co(W( f )) (18)

Consider also

m̃(f) =
ℓ

∑
i=1

λiw̃
(f)
i ∈ Co(W̃( f )) (19)

Note that the norm of the difference between these two vectors
is bounded:∥∥∥m(f) − m̃(f)

∥∥∥
2
=

∥∥∥∥∥ ℓ

∑
i=1

λi(w
(f)
i − w̃(f)

i )

∥∥∥∥∥
2

⩽
ℓ

∑
i=1

λi

∥∥∥w(f)
i − w̃(f)

i

∥∥∥
2︸ ︷︷ ︸

<ε

< ε
(20)

Also note that because m̃(f) ∈ Co(W̃( f )) ⊆ Co(Ṽ), we
have that (ã(g))⊤m̃(f) ⩽ b̃(g). Now, a simple application of
Cauchy-Schwartz gives:

(ã(g))⊤m(f) = (ã(g))⊤(m̃(f) + (m(f) − m̃(f)))

= (ã(g))⊤m̃(f)︸ ︷︷ ︸
⩽b̃(g)

+(ã(g))⊤(m(f) − m̃(f))

⩽ b̃(g) +
∥∥∥ã(g)

∥∥∥
2

∥∥∥m(f) − m̃(f)
∥∥∥

2

< b̃(g) + ε

(21)

With this, we are now ready to prove Lemma 22.
Proof: Choose an arbitrary face g ∈ [h]. Recall we have

x ∈ Co(V) with (a(g))⊤x < b − ε and we wish to show
(ã(g))⊤x < b̃(g).

Let m(f)
x be the result of extending ã(g) from x to Bo(V).

This must hit some face with (a(f))⊤m(f)
x = b( f ), so m(f)

x ∈
Co(W( f )). That is, find β such that

m(f)
x = βã(g) + x ∈ Co(W( f )) (22)



First, lets bound β. Notice that because m(f)
x ∈ Co(W( f )),

we have

(a(f))⊤m(f)
x = (a(f))⊤

(
ℓ

∑
i=1

λiw
(f)
i

)

=
ℓ

∑
i=1

λi(a(f))⊤w(f)
i = b( f )

(23)

So, we have

b( f ) = (a(f))⊤m(f)
x = β (a(f))⊤ã(g)︸ ︷︷ ︸

⩽1

+ (a(f))⊤x︸ ︷︷ ︸
<b( f )−ε

⇒ ε < β

(24)
Now, apply Lemma 23

(ã(g))⊤m(f)
x < b̃(g) + ε

(ã(g))⊤x + (ã(g))⊤ã(g)β < b̃(g) + ε

(ã(g))⊤x < b̃(g)

(25)

Recall we chose face g ∈ [h] arbitrarily, so this holds for all
halfspaces in the convex polytope. Hence, we have Ax ≺ b.
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